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ABSTRACT 

Since 2009, the dominant narrative in digital assets has been organized around algorithmically 
enforced scarcity, with Bitcoin as its clearest expression. Bitcoin's achievement remains 
intellectually and economically significant: it established a credible mechanism for trust-
minimized digital scarcity and value transfer without reliance on a central authority. This paper 
does not dispute that contribution. 

It argues, however, that a different architecture has become more consequential for long-
horizon institutional capital allocation: AI infrastructure. Unlike assets whose value depends 
primarily on network consensus, AI infrastructure combines physical bottlenecks with 
demonstrated productive utility across semiconductors, power systems, data centers, 
networking, and model deployment. For capital allocators, that distinction matters because 
scarcity alone can support value preservation, while scarcity linked to repeated productive use 
can support compounding value creation. 

To formalize this distinction, the paper introduces the Utility-Scarcity Matrix, a two-
dimensional framework that classifies digital and quasi-digital assets by the source of scarcity 
and the mechanism of value capture. The paper's central claim is that the most durable long-
term institutional value is likely to concentrate in systems where scarcity is physically 
constrained, utility is repeatedly validated at scale, and ownership can capture a meaningful 
share of the resulting economics. At present, AI infrastructure is the clearest candidate 
occupying that category. 

The paper reviews evidence from venture capital flows, hyperscaler capital expenditure, 
sovereign investment programs, semiconductor bottlenecks, energy competition, and frontier 
model financing. It concludes with a practical framework for portfolio construction, addresses 
the main counterarguments, and states the conditions under which the thesis would fail. 



I. INTRODUCTION 

The first phase of the digital asset era was defined by a monetary and cryptographic 
breakthrough. Bitcoin demonstrated that digital scarcity could be maintained by protocol 
rather than by sovereign institutions or physical custody. That achievement addressed a 
longstanding problem in digital money systems: how to prevent double-spending without 
reliance on a trusted intermediary. 

This paper advances a narrower and more practical question. For institutional capital 
allocators, the central issue is no longer whether algorithmic scarcity can support value. It 
clearly can. The relevant question is whether algorithmic scarcity remains the most attractive 
architecture for long-duration value creation in a digital economy increasingly organized 
around intelligence, computation, and physical deployment systems. 

The argument here is that it does not. A competing architecture has emerged in which scarcity 
is constrained less by protocol design and more by physical bottlenecks, while value is validated 
less by belief coordination and more by repeated productive use. That architecture is AI 
infrastructure. 

For analytical precision, AI infrastructure is defined here as the physical, computational, and 
operational systems required to train, deploy, and operate large-scale machine learning 
models. These systems include advanced semiconductors and accelerators, fabrication capacity 
and equipment, power-secured data centers, cooling systems, high-bandwidth networking, 
storage architecture, model training clusters, inference pipelines, and the specialized human 
capital required to design and operate them. 

This definition matters because 'AI' is often discussed as though it were a single technology 
layer. It is not. The economic system underlying AI consists of interdependent constraints, each 
with distinct capital intensity, lead times, competitive dynamics, and ownership structures. The 
allocation question is therefore not simply whether AI will matter, but which layer of the AI 
stack is most likely to capture durable value. 

The paper proceeds in six steps. Section II clarifies what Bitcoin solved and where its strongest 
institutional case remains. Section III examines the limited productive absorption of most 
crypto-adjacent architectures outside their native ecosystems. Section IV explains why the 
relevant scarcity regime has shifted toward physical bottlenecks. Section V introduces the 
Utility-Scarcity Matrix. Section VI reviews evidence from observed capital flows and adoption 
patterns. Section VII addresses institutional implications, key objections, and the conditions 
under which the thesis should be revised. 

II. BITCOIN AND THE ARCHITECTURE 

OF ALGORITHMIC SCARCITY 

Bitcoin's central achievement was not the invention of digital money as such. Earlier attempts 
had already pursued that goal and failed for a recurring reason: digital value systems required 
a trusted intermediary to prevent double-spending, and trusted intermediaries are vulnerable 
to censorship, corruption, failure, and political control. Bitcoin's innovation was to substitute 
distributed consensus for institutional authority in maintaining the rules of a value system. 

That mechanism remains economically meaningful. In contexts such as censorship resistance, 
cross-border value transfer without conventional banking infrastructure, and preservation of 



value under fragile sovereign monetary regimes, Bitcoin addresses a real problem. Its strongest 
institutional case is therefore not rhetorical, but functional. 

At the same time, Bitcoin's architecture is optimized for a narrower class of problems than 
broader crypto narratives often imply. It is highly effective at preserving scarcity and enabling 
transfer without central trust. It is less obviously designed to solve the core productivity 
problems of the wider economy: scientific discovery, industrial optimization, enterprise 
decision support, medical inference, and institutional knowledge work. 

This distinction is important. An asset can be economically important without being the 
principal substrate of future productivity growth. Bitcoin may justify a role as a reserve-like 
digital asset or defensive store-of-value exposure. That does not make it the dominant 
infrastructure layer through which the broader economy increases output. 

For institutional allocators, this implies a classification issue as much as an investment issue. 
Bitcoin should be evaluated on the basis of the problem it solves, not on ambitions attributed 
to it by adjacent narratives. When analyzed on those terms, its case is coherent, but narrower 
than claims that position it as the primary engine of future productive expansion. 

III. THE LIMITS OF CRYPTO 

PRODUCTIVE ABSORPTION 

The post-Bitcoin crypto ecosystem has spent much of the past decade attempting to generalize 
the logic of trust-minimized scarcity into a broader architecture for economic coordination. 
Smart contracts, decentralized finance, NFTs, and DAOs were each presented as candidate 
foundations for institutional transformation. The theoretical ambition was significant. The 
empirical record is more mixed. 

This paper does not argue that these systems lacked ingenuity. It argues that narrative intensity 
and capital deployment often exceeded demonstrated value creation outside crypto-native 
ecosystems. That distinction matters because institutional capital cannot rely indefinitely on 
conceptual elegance in the absence of measurable productive absorption. 

Ethereum, for example, introduced a compelling model for programmable coordination. Yet 
after more than a decade, the most developed applications remain concentrated in crypto-
native finance and related activity. In the core operating systems of the productive economy—
legal systems, enterprise contracting, scientific workflows, regulated financial infrastructure, 
industrial operations—migration to public smart-contract platforms has remained limited. 

The same pattern appears in DeFi. The sector demonstrated experimentation in market 
structure, collateral design, and software-mediated finance, but it also exposed recurrent 
fragilities: leverage layered on leverage, reflexive collateral systems, and the absence of 
institutional safeguards that traditional finance developed for precisely those failure modes. 
Volatility in total value locked was not merely a pricing event; it was evidence that the difference 
between theoretical disintermediation and durable institutional adoption remains 
substantial.[1] 

There is a meaningful difference between an asset that appreciates and a system that produces. 
Bitcoin can plausibly occupy the former category in institutional portfolios. Much of the 
broader crypto stack has yet to demonstrate the latter at equivalent scale outside its own 
ecosystem. This does not imply zero future utility. It implies that, from a capital allocation 
perspective, most of the category belongs in optionality rather than in the core growth bucket. 



IV. THE EMERGENCE OF PHYSICAL 

SCARCITY 

The digital economy has entered a different scarcity regime. The binding constraints are no 
longer confined to token issuance schedules, protocol rules, or software design. They are 
increasingly physical: semiconductor manufacturing capacity, advanced lithography 
equipment, data center power density, cooling systems, grid access, networking throughput, 
supply chain resilience, and highly specialized engineering labor. 

This shift matters because physically constrained systems behave differently from 
algorithmically constrained ones. An algorithmic limit is ultimately a design choice. A physical 
limit is imposed by fabrication capacity, permitting timelines, capital intensity, engineering 
complexity, and energy availability. Institutions cannot expand frontier compute supply 
through belief formation. They must secure access to scarce industrial systems. 

4.1 Semiconductors 

Leading-edge AI accelerators rely on some of the most complex manufacturing processes in 
existence, with critical dependencies on advanced foundries, specialized packaging, and 
lithography equipment—including ASML's extreme ultraviolet (EUV) machines, costing 
approximately $380 million each—whose supply cannot be expanded quickly even when 
capital is abundant. In this context, scarcity is not rhetorical. It is a function of industrial 
bottlenecks.[2] 

4.2 Energy 

Large-scale model training and inference are, at base, claims on electricity, cooling, and 
physical infrastructure. The International Energy Agency projects that global data center power 
consumption will double by 2026. As AI deployment expands, the economics of intelligence 
increasingly converge with the economics of power. Capital expenditure on AI infrastructure is 
therefore not only a software story; it is also a utilities, real assets, and grid story.[3] 

Bitcoin's energy consumption enforces scarcity. AI infrastructure's energy consumption 
produces intelligence. More precisely, Bitcoin’s energy expenditure secures ledger integrity and 
scarcity enforcement, whereas AI systems consume energy in service of generalizable 
productive tasks such as inference, optimization, and scientific discovery. One limits supply to 
preserve value; the other generates output to compound it. 

4.3 Human Capital 

Building and operating frontier AI systems requires expertise that is globally scarce, expensive 
to develop, and concentrated in a relatively small number of institutions. In capital allocation 
terms, this matters because talent scarcity reinforces the durability of the infrastructure 
bottlenecks rather than offsetting them. 

4.4 AlphaFold: Utility at Scale 

Most importantly, AI infrastructure has already demonstrated utility at scale. AlphaFold is 
instructive not because it is inspirational, but because it shows what it means for AI systems to 
generate measurable scientific output with broad downstream consequences. For fifty years, 
predicting a protein's three-dimensional shape from its amino acid sequence resisted 



concentrated effort. DeepMind solved it in 2020. The AlphaFold Protein Structure Database 
now contains predicted structures for over 200 million proteins, freely available and used by 
every major pharmaceutical research program globally. That is the relevant threshold for 
institutional capital: not conceptual possibility, but validated utility.[4] 

V. THE UTILITY-SCARCITY MATRIX 

To compare these systems consistently, this paper proposes a two-axis framework: the Utility-
Scarcity Matrix. The vertical axis asks what enforces scarcity: algorithmic rule sets or physical 
constraints. The horizontal axis asks what primarily drives value capture: consensus or utility. 

This framework is not intended to eliminate nuance. Its purpose is to improve classification 
discipline. Many allocation errors begin with category confusion—treating reserve assets as 
growth assets, optionality as infrastructure, or narrative value as productive value. The matrix 
is a way to reduce that confusion. 

Figure 1. Utility-Scarcity Matrix 

Q I: Algorithmic Scarcity + Consensus Value 
(Bitcoin) 

Bitcoin is the clearest example. Its value proposition is coherent within this category: digitally 
scarce, decentralized, and credibly resistant to arbitrary supply expansion. 

Capital allocation implication: A legitimate reserve-like or defensive exposure for 
institutions seeking uncorrelated digital scarcity, sized according to volatility tolerance and 
mandate. 



Q II: Algorithmic Scarcity + Utility Aspiration 

(Smart Contracts, DeFi) 

The ambition is understandable: combine software-mediated scarcity with genuine productive 
functionality. The problem is not conceptual coherence but proof of value capture outside 
crypto-native environments. 

Capital allocation implication: Optionality capital, not core institutional growth exposure. 

Q III: Physical Scarcity + Consensus Value (Gold) 

Gold's scarcity is enforced by geology and extraction difficulty, while its value is sustained 
largely through long-duration social consensus, reserve behavior, and defensive portfolio 
utility. 

Capital allocation implication: Inflation hedge, reserve asset, and crisis diversifier rather 
than a compounding growth exposure. 

Q IV: Physical Scarcity + Utility Value (AI 

Infrastructure) [primary thesis] 

AI infrastructure is the clearest current candidate in this quadrant. Its inputs are physically 
constrained, its output is repeatedly validated through productive use, and its economics are 
increasingly reflected in enterprise deployment, scientific applications, industrial workflows, 
and state strategy. 

Capital allocation implication: Candidate core growth exposure, subject to valuation 
discipline and evidence of durable value capture by the owners of the infrastructure layer. 

The key distinction running through the matrix is not digital versus physical, nor old economy 
versus new economy. It is scarcity preservation versus utility compounding. Assets in the first 
category may preserve value. Assets in the second category can, under the right ownership 
conditions, compound value through repeated productive deployment. 

VI. EVIDENCE FROM CAPITAL 

ALLOCATION 

If the Utility-Scarcity Matrix has explanatory power, observed capital flows should already 
reflect it. They do. Across venture financing, hyperscaler capex, sovereign strategic programs, 
semiconductor economics, and frontier model funding, capital has increasingly moved toward 
systems that combine physical bottlenecks with immediate utility. 

Table 1. Capital Allocation Evidence Streams (2021–2026) 

Evidence 
Stream 

Metric Direction Period 

Venture 
reallocation 

Crypto: $33B → $10B; AI: $15B → 
$100B+ 

↑↑↑ AI 
2021–
2024 



Hyperscaler 
commitment 

$290B combined capex (Microsoft, 
Google, Amazon, Meta) 

↑↑↑ AI 2025 

Sovereign wealth 
Saudi $100B; UAE $1.4T framework; 
Japan ¥2T 

↑↑↑ AI 
2024–
2025 

Frontier model 
capital 

OpenAI $40B@$300B; Anthropic 
$30B@$380B; OpenAI $110B@$840B 

↑↑↑ AI 
2025–
2026 

Hardware 
allocation 

NVIDIA data center revenue: $15B → 
$47B → $115B (+667%) 

↑↑↑ AI 
2023–
2025 

 

Table 1: Note: Venture and AI investment figures are drawn from PitchBook (2024) and CB 
Insights (2024); hyperscaler figures are based on company filings and earnings transcripts; 
sovereign and frontier-model figures follow the evidence compilation summarized in the paper. 

6.1 Venture Reallocation 

During the early digital asset cycle, crypto absorbed an extraordinary share of speculative and 
entrepreneurial capital. More recently, annual AI investment overtook crypto investment, 
indicating a structural reweighting toward systems with clearer demand pull from enterprise 
and industrial use cases. This shift is better understood as a reallocation than as a temporary 
style rotation.[5] 

6.2 Hyperscaler Commitment 

When the largest technology firms commit hundreds of billions of dollars to AI-related 
infrastructure, they are not merely expressing thematic enthusiasm. Microsoft, Google, 
Amazon, and Meta collectively committed over $290 billion in AI-related infrastructure in a 
single year—concrete poured, power purchased, silicon ordered—investments that must 
generate returns over multi-year depreciation schedules. That scale of commitment is evidence 
of expected utility, not only narrative expectation.[6] 

6.3 Sovereign Behavior 

Governments and sovereign-linked capital increasingly frame AI compute, energy access, and 
domestic technological capacity as strategic national resources—Saudi PIF ($100B), UAE 
($1.4T framework), Japan (¥2T). States tend to move later than markets, but with longer time 
horizons and greater sensitivity to infrastructure dependence. When sovereign capital treats 
compute like a strategic asset, the category has moved beyond venture fashion. 

6.4 Hardware Economics 

NVIDIA data center revenue expanded from $15B to $47B to $115B in three years—a 667% 
increase. This acceleration suggests not only enthusiasm for AI applications, but immediate 
pressure on the scarce industrial inputs required to support them. In a scarcity regime, the 
economics of the bottleneck often reveal more than the rhetoric of the application layer. 

6.5 Frontier Model Financing 

The three largest private funding rounds ever recorded in the history of venture capital 
occurred within twelve months of each other. All three are AI companies. 



Table 2. Frontier AI Model Funding Rounds (2025–2026) 

Company Round Amount Valuation Date Significance 

OpenAI Venture $40B $300B 
Mar 
2025 

Largest private tech 
round at the time 

Anthropic Series G $30B $380B 
Feb 
2026 

2nd largest private 
venture deal in history 

OpenAI Venture $110B $840B 2026 
Largest venture deal 
ever recorded 

 

Table 2: Note: Funding amounts, dates, and valuations follow the paper's compiled frontier-AI 
financing summary and related company disclosure materials. 

Anthropic's revenue trajectory provides additional confirmation of monetized demand: 
approximately $1 billion annualized in January 2025, $5 billion by August 2025, and $14 
billion by February 2026, with over 300,000 business customers. Investors in its Series G 
included BlackRock, Blackstone, JPMorganChase, Morgan Stanley, Goldman Sachs 
Alternatives, Sequoia Capital, Fidelity, the Qatar Investment Authority, and Temasek—
fiduciarily constrained institutional allocators deploying against documented, accelerating 
revenue, not speculative narrative. 

6.6 The Insider Signal—Situational Awareness LP 

Leopold Aschenbrenner—a former member of OpenAI's Superalignment team—founded 
Situational Awareness LP with backing from Patrick and John Collison, Daniel Gross, and Nat 
Friedman. The fund's core thesis: the binding constraints in the AI economy are physical 
bottlenecks—electricity generation and compute capacity—not model architectures. This is the 
Quadrant IV thesis expressed as a live SEC-filed portfolio, with personal capital fully at risk. 

The fund grew from $383M to $5.52B in assets under management between early 2025 and 
Q4 2025, delivering a 47%+ return in its first half of operation across a concentrated 29-
position portfolio focused on CoreWeave, Bloom Energy, and AI compute infrastructure. 

Evidence hierarchy matters. The strongest support for the thesis comes from bottleneck 
economics, capex intensity, hardware demand, and demonstrated enterprise utility. Private 
funding rounds, celebrity investors, and concentrated hedge fund bets are supplementary 
signals rather than the foundation of the case. A durable institutional argument should rest on 
infrastructure necessity and value capture, not on enthusiasm alone. 

VII. INSTITUTIONAL IMPLICATIONS 

The practical question is how institutions should classify and size exposure in this environment. 
The first step is not allocation expansion, but exposure mapping. Most large institutions 
already possess indirect AI infrastructure exposure across public equity, real assets, utilities, 
infrastructure funds, venture portfolios, and supply-chain holdings. Visibility must precede 
reallocation. 

The second step is classification discipline. The Utility-Scarcity Matrix can be used as a 
screening tool by asking two questions of any candidate exposure: What enforces scarcity, and 



what generates value? Those questions help distinguish reserve assets from growth assets, 
optionality from infrastructure, and narrative momentum from economically validated utility. 

The third step is explicit focus on the physical layer of the AI stack. The stack can be understood, 
from bottom to top, as energy infrastructure, fabrication capacity, semiconductors and 
accelerators, training compute clusters, foundation models, and applications. Value may 
accrue at multiple levels, but the lower layers are where bottlenecks are most visible and where 
scarcity is least dependent on sentiment. 

Figure 2. The AI Infrastructure Value Stack 

 

  



The fourth step is reclassification rather than elimination of crypto exposure. Bitcoin can justify 
a defined defensive role for institutions that accept its store-of-value logic and volatility profile. 
Most growth-oriented digital exposure, however, should be assessed against systems where 
scarcity is physically constrained and utility is repeatedly validated through use. 

This does not mean every AI-linked asset is attractive. Theme is not valuation. Infrastructure 
bottlenecks can still be overpriced, value can still migrate upward or downward in the stack, 
and periods of overbuilding can still compress returns. The relevant claim is not that all AI 
infrastructure exposure is attractive at any price. It is that the category is more likely than 
consensus-driven digital assets to sit closer to the center of future productivity growth. 

VIII. COUNTERARGUMENTS AND 

FAILURE CONDITIONS 

The Asset Class Objection 

The first objection is that AI infrastructure is not a distinct asset class, but simply a collection 
of corporate equities and industrial exposures. The response is that 'AI infrastructure' is best 
understood not as a legal wrapper but as an exposure category unified by common economic 
drivers: compute scarcity, power access, fabrication constraints, deployment capacity, and 
industrial control points. Institutions may access that category through equities, infrastructure, 
private markets, credit, or real assets, but the economic logic is coherent across wrappers. 

The Value Capture Objection 

The second objection is that infrastructure providers do not always capture the value created 
above them. Historical analogies such as railroads warn that enabling a large economic system 
does not guarantee superior shareholder returns. This is a serious objection and should not be 
dismissed. The appropriate response is that AI value capture may be more vertically integrated 
than in prior infrastructure cycles, with ownership of compute, distribution, model capability, 
and enterprise interface often overlapping. Even so, allocators should treat value capture as an 
empirical question rather than an article of faith. 

The Regulatory Risk Objection 

Crypto advocates may argue that censorship-resistant systems are structurally more durable 
than AI systems that depend on regulated infrastructure, state permissions, and concentrated 
corporate ownership. The response is that regulation can impair value, but in strategic 
infrastructure it can also reinforce it by raising barriers to entry, subsidizing domestic capacity, 
and formalizing national dependence on the category. Regulatory exposure is therefore a risk, 
but not necessarily a net negative for owners of critical infrastructure. 

The Valuation Objection 

A thesis can be correct directionally and still produce poor returns if acquired at irrational 
prices. This paper therefore does not argue for indiscriminate thematic allocation. It argues for 
reclassification of the opportunity set, followed by discipline on price, capital structure, 
competitive positioning, and ownership of the bottleneck rather than mere narrative 
association with AI. 



Falsifiability: Conditions for Thesis Revision 

A capital allocation framework that cannot state the conditions under which it would fail is not 
a framework, but a slogan. The thesis presented here should be revised if at least one of the 
following conditions becomes clear: physical bottlenecks cease to be binding constraints; utility 
growth fails to translate into monetizable demand at scale; the application layer captures most 
value while infrastructure economics commoditize; or regulatory and political intervention 
impair private ownership returns more than they support them. 

In practical portfolio terms, the matrix implies three different roles. Gold remains a defensive 
reserve asset. Bitcoin may serve as a digital scarcity hedge for institutions that accept its 
volatility and monetary logic. AI infrastructure, by contrast, belongs in the growth bucket, 
subject to valuation discipline and evidence that owners of the bottleneck layer can capture 
durable economics. 

IX. CONCLUSION 

Bitcoin remains one of the most important monetary innovations of the digital era. It solved 
the problem of trust-minimized digital scarcity with unusual elegance. That achievement 
stands. 

The argument of this paper is narrower and more consequential for institutions. The productive 
economy is not organized primarily around scarcity preservation. It is organized around the 
conversion of intelligence into output: better decisions, faster research, more capable systems, 
and more efficient institutional action. In that environment, the most important question is not 
whether digital scarcity matters, but which scarcity regime is most likely to capture future 
productivity. 

AI infrastructure combines physical bottlenecks with demonstrated utility. It is constrained by 
manufacturing, energy, deployment capacity, and talent, and it is increasingly validated 
through enterprise use, scientific application, software development, and national strategy. 
Under the Utility-Scarcity Matrix, that places it in a category distinct from both reserve-like 
digital assets and unproven crypto utility claims. 

The resulting allocation implication is straightforward. Bitcoin may merit a defined defensive 
role. AI infrastructure merits consideration as a core long-duration growth exposure, provided 
allocators remain disciplined about valuation and value capture. The central capital allocation 
challenge of this decade is not whether digital scarcity has value. It is whether institutions 
recognize that the most consequential layer of digital power may be physically constrained, 
utility-bearing, and economically compounding. 

— Umran Nayani 
Mumbai, March 2026 
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